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1 Introduction

In recent years, forecast competitions between linear and nonlinear models for macroeconomic

time series have received plenty of attention. Comparisons based on a large number of variables

have been carried out, and the results on forecast accuracy have generally not been favourable

to nonlinear models.

In a paper with an impressive depth and a wealth of results, Stock and Watson (1999),

henceforth SW, addressed the following four issues, among many others. First, do nonlinear time

series models produce forecasts that improve upon linear models in real time? Second, if they do,

are the benefits greatest for relatively tightly parameterized models or for more nonparametric

approaches? Third, if forecasts from different models are combined, does the combined forecast

outperform its components? Finally, are the gains from using nonlinear models and combined

forecasts over simple linear autoregressive models large enough to justify their use?1

In this paper, we re-examine these four issues. The reason for this, and the motivation for

this paper, is the following. SW used two nonlinear models to generate their forecasts: a “tightly

parameterized” model and a “more nonparametric” one. The former model was the (logistic)

smooth transition autoregressive ((L)STAR) model, see Bacon and Watts (1971), Chan and

Tong (1986) and Teräsvirta (1994), and the latter the autoregressive single-hidden layer neural

network (AR-NN) model. For a general overview of neural network models, see Fine (1999).

Neural network models typically contain a large number of parameters. SW applied these models

to 215 monthly US macroeconomic time series. They considered three different forecast horizons,

one, six and 12 months ahead, and constructed a different model for each horizon. Furthermore,

as they were interested in real-time forecasting, the models were re-estimated each time another

observation was added to the information set. Repeating this procedure some 300 times (as the

longest possible forecasting period was January 1972 to December 1996) amounted to estimating

a remarkably large number of both linear and nonlinear models.

Carrying out these computations obviously required some streamlining of procedures. Thus,

SW chose to employ a large number of different specifications of STAR and AR-NN models,

keeping these specifications fixed over time and only re-estimating the parameters each period.

1Among the other issues addressed by SW was the effect of the pre-test based choice of levels versus differences
on forecast accuracy, but that question will not be taken up in the present work.
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This simplification was necessary in view of the large number of time series and forecasts. But

then, it can be argued that building nonlinear models requires a large amount of care. As an

example, consider the STAR model. First, it is essential to test linearity. The reason is that,

when the data-generating process is a linear AR model, some of the parameters of the STAR

model are not identified. This results in inconsistent parameter estimates, in which case the

STAR model is bound to lose any forecast comparison against an appropriate linear AR model.

Another problem is that the transition variable of the STAR model is typically not known and

has to be determined from data. Fixing it in advance may lead to a badly specified model and,

again, to forecasts inferior to those from a simple linear model.

Similar arguments can be made for the AR-NN model. The ones SW used contained a linear

part, that is, they nested a linear autoregressive model. This is reasonable when NN models are

fitted to macroeconomic time series because the linear component can in that case be expected

to explain a large share of the variation in the series. But then, if the data-generating process

is linear, the nonlinear “hidden units” of the AR-NN model are redundant, and the model will

most likely lose forecast comparisons against a linear AR model. Testing linearity is therefore

important in this case as well. Furthermore, if the number of hidden units is too large in the

sense that some of the units do not contribute to the explanation, convergence problems and

implausible parameter estimates may occur. This calls for a modelling strategy also for AR-NN

models.

In contrast to examining the forecast performance of multiple but fixed specifications of

STAR and AR-NN models, in this paper we consider a single but dynamic specification. An

important part of our re-examination thus comprises careful specification of STAR as well as

AR-NN models. This is done “manually”as follows. Linearity is tested for every series and a

STAR or AR-NN model is considered only if linearity is rejected. The nonlinear models are

then specified using available data-based techniques that will be described in some detail below.

This would be a remarkable effort if it were done sequentially every time another observation

is added to the in-sample period. In order to keep the computational burden manageable, the

models are respecified and re-estimated only once every 12 months. Besides, we shall consider

fewer time series than SW did. Even with these restrictions, the human effort involved is still

quite considerable. Scarce resources have also forced us to ignore an important part of model
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building, namely detailed in-sample evaluation of estimated models. This may have an adverse

effect on some of our results.

As noted before, SW defined a different model for each forecast horizon. In the case of

nonlinear models such as STAR and AR-NN models, it may be difficult to find a useful model

if in modelling yt, only lags yt−j , j ≥ 12, say, are allowed. A part of our re-examination consists

of asking what happens if we specify only a nonlinear model for one month ahead forecasts

and obtain the forecasts for longer horizons numerically, by simulation or bootstrap. Can such

forecasts compete with ones from a linear AR model?

An advantage of this approach is that forecast densities are obtained simply as a by-product.

These densities can be used for constructing interval forecasts that in turn can be compared

with each other. It is sometimes argued that the strength of nonlinear models in macroeconomic

forecasting lies in interval and density forecasts; see for example Siliverstovs and van Dijk (2003)

and Lundbergh and Teräsvirta (2002). This claim will be investigated in this study.

Finally, following SW we shall also consider combinations of forecasts. The difference between

our study and SW is that the number of forecasts to be combined here will be considerably

smaller. This is due to the fact that we generate fewer forecasts for the same variable and time

horizon than SW do. On the other hand, generating interval and density forecasts also opens up

an opportunity to combine them and see what the effects of this are. Could they be sufficiently

positive to make combining interval forecasts and density forecasts worthwhile? The details of

this will be discussed below.

The plan of the paper is as follows. In Section (2) we review some previous studies on

forecasting with neural network and STAR models. These two models are presented in Section

3 with a brief discussion of how to specify them. The issues involved in forecasting with nonlinear

models are discussed in Section 4. The recursive procedure to specify and estimate the models

and compute the forecasts is presented in Section 5. Section 6 deals with forecast combination.

The data set used in the paper is described in Section 7. The results are presented and analyzed

in Section 8, including point, interval and density forecasts. Finally, conclusions can be found in

Section 9. The forecast evaluation statistics applied in Section 8 are discussed in the Appendix.
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2 Previous studies

There exists a vast literature on comparing forecasts from neural network and linear models.

Zhang, Patuwo, and Hu (1998) provide a survey. Many applications are to other than macroe-

conomic series, and the results are variable. In addition to SW, recent articles which examine

macroeconomic forecasting with linear and AR-NN models include Swanson and White (1995),

Swanson and White (1997b), Swanson and White (1997a), Tkacz (2001), Marcellino (2002),

Rech (2002) and Heravi, Osborn, and Birchenhall (in press). In the articles by Swanson and

White, the idea was to select either a linear or an AR-NN model and choose the size of the NN

model using a model selection criterion such as BIC; see Rissanen (1978) and Schwarz (1978).

Rech (2002) compared forecasts obtained from several neural network models that were specified

and estimated using different methods and algorithms.

The general conclusion from the papers cited above appears to be that in general, there is

not much to gain from using an AR-NN model instead of the simple linear autoregressive model

as far as point forecasts are concerned. Marcellino (2002) is to some extent an exception to this

rule. The data set in this study consisted of 480 monthly macroeconomic series from the 11

countries that originally formed the European Monetary Union. While a linear AR model was

the best overall choice as far as point forecast accuracy was concerned, there was a reasonable

amount of time series that were predicted most accurately by AR-NN models when the criterion

for comparisons was the root mean square forecast error.

Teräsvirta and Anderson (1992) considered forecasting the volume of industrial production

with STAR models. Even here, the results were mixed when the root mean square prediction

error was used as a criterion for comparison with linear models. Sarantis (1999) forecast real

exchange rates using linear and STAR models and found that there was not much to choose

between them. STAR models did, however, produce more accurate point forecasts than Markov-

switching models. Similarly, Boero and Marrocu (2002) found that STAR models did not per-

form better than linear AR models in forecasting nominal exchange rates, although Kilian and

Taylor (2003) did find considerable improvements in forecast accuracy from using STAR models

for such series, in particular for longer horizons. The results in SW did not suggest that fore-

casts from LSTAR models are more accurate than forecasts from linear models. The findings
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of Marcellino (2002) were similar to his findings concerning AR-NN models: a relatively large

fraction of the series were most accurately forecast by LSTAR models, but then for many other

series this model clearly underperformed.

It should be mentioned that while there is not much literature on comparing forecasting

performance of STAR with other linear or nonlinear models, several comparisons include a

threshold autoregressive (TAR) model that in its simplest form (one threshold) is nested in the

logistic STAR model; see, for example, Siliverstovs and van Dijk (2003), Clements and Krolzig

(1998) and Clements and Smith (1999).

Less work has been done on comparing interval and density forecasts of different models.

Clements and Smith (2000) argued, based on a study of bivariate linear and nonlinear vector

autoregressive models, that density forecasts from the nonlinear model better corresponded

to the density of future values of the process than the corresponding forecasts from a linear

model. On the other hand, comparing the MSFE of the point forecasts did not suggest any

superiority of linear models over nonlinear ones. Recently, Clements, Franses, Smith, and van

Dijk (2003) investigated the accuracy of interval and density forecasts from TAR models and

compared it with the accuracy of corresponding forecasts from linear autoregressive models.

Their conclusion, based on a simulation study, was that interval and density forecast evaluation

methods are not likely to be very useful in the context of macroeconomic time series. By this

the authors meant that it is difficult to discriminate between TAR and linear AR models for

the sample sizes typically available for macroeconomic time series. If the true model is a TAR

model, then, according to the available evaluation criteria, interval forecasts from the linear

model are not less accurate than the corresponding forecasts from the TAR model. This may

make it difficult to investigate the claims on the usefulness of nonlinear models in generating

interval and density forecasts that was our stated goal in the Introduction.

3 The models

In this section we briefly present the LSTAR and the AR-NN models and the modelling tech-

niques used in this study. Throughout, we denote by yt,h the h-month (percent) change between

t − h and t of the macroeconomic time series of interest, and define yt ≡ yt.
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3.1 The smooth transition autoregressive model

3.1.1 Definition

The autoregressive smooth transition (STAR) model is defined as follows:

yt = φ′wt + θ′wtG(y∗t−d; γ, c) + εt, t = 1, . . . , T (1)

where wt = (1, yt−1, . . . , yt−p)
′ consists of an intercept and p lags of yt, φ = (φ0, φ1, . . . , φp)

′ and

θ = (θ0, θ1, . . . , θp)
′ are parameter vectors, and εt ∼ IID(0, σ2). Note that the model (1) can be

rewritten as

yt =
{
φ + θG(y∗t−d; γ, c)

}′
wt + εt,

indicating that the model can be interpreted as a linear model with stochastic time-varying

coefficients φ + θG(y∗t−d; γ, c).

In general, the transition function G
(
y∗t−d; γ, c

)
is a bounded function of y∗t−d, continuous

everywhere in the parameter space for any value of y∗
t−d. In the present study we employ the

logistic transition function, which has the general form

G(y∗t−d; γ, c) =

(
1 + exp

{
−γ

K∏

k=1

(
y∗t−d − ck

)
})−1

, γ > 0, c1 ≤ . . . ≤ cK , (2)

with d ≥ 1, and where the restrictions on the slope parameter γ and on the location parameters

c = (c1, . . . , cK)′ are identifying restrictions. Equations (1) and (2) jointly define the LSTAR

model. For more discussion see Teräsvirta (1994).

The most common choices of K in the logistic transition function (2) are K = 1 and K = 2.

For K = 1, the parameters φ + θG(y∗
t−d; γ, c) change monotonically as a function of y∗

t−d from

φ to φ + θ. When K = 1 and γ → ∞, the LSTAR model becomes a two-regime TAR model

with c1 as the threshold value. SW chose K = 1 for the LSTAR model in their study, and we

restrict ourselves to this case as well.

For K = 2, the parameters in (1) change symmetrically around the mid-point (c1 + c2)/2

where this logistic function attains its minimum value. The minimum lies between zero and 1/2.

It reaches zero when γ → ∞ and equals 1/2 when c1 = c2 and γ < ∞. Parameter γ controls
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the slope and c1 and c2 the location of the transition function. LSTAR models are capable of

generating asymmetric realizations, which makes them interesting in modelling macroeconomic

series. They can also generate limit cycles, see Tong (1990), Chapter 2, but this property may

not be very important in economic applications.

Finally, in our application, the transition variable y∗
t−d is taken to be a lagged annual dif-

ference, y∗t−d = yt−d,12. This is a consequence of the fact that in this work we are interested

in modelling nonlinearities that are related to the business cycle component of the variables in

question. A lagged first difference would be too volatile a transition variable for that purpose.

A similar choice is made in Skalin and Teräsvirta (2002) who modelled asymmetries in quarterly

unemployment rate series.

3.1.2 Building STAR models

In building STAR models we shall follow the modelling strategy presented in Teräsvirta (1998),

see also van Dijk, Teräsvirta, and Franses (2002) and Lundbergh and Teräsvirta (2002). As al-

ready indicated, the building of STAR models has to be initiated by testing linearity. Equation

(1) shows that the LSTAR model nests a linear AR model. Testing the linearity hypothesis is

not straightforward, however, due to the presence of unidentified nuisance parameters that in-

validates the standard asymptotic inference. In the STAR context it is customary to circumvent

this problem using the idea of approximating the alternative model as discussed in Luukkonen,

Saikkonen, and Teräsvirta (1988). Linearity is tested separately for a number of potential tran-

sition variables y∗t−d, d ∈ D = {1, 2, . . . , dmax} where we set dmax = 6, and the results are at the

same time used to select the delay d as discussed, for example, in Teräsvirta (1994) or Teräsvirta

(1998). As we assume K = 1, the data-based choice between K = 1 and K = 2, which normally

is part of the specification procedure, is not needed.

The lag structure of the model can in principle be specified by estimating models and remov-

ing redundant lags, that is, (sequentially) imposing zero restrictions on parameters. Preliminary

experiments have indicated, however, that doing so often impairs forecasts, and as a result this

reduction is not used in this paper. Hence, we restrict ourselves to “full” models containing all

lags up to a certain order p, where p is determined using BIC.

The estimated models are evaluated by misspecification tests as discussed in Teräsvirta
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(1998). As a whole, the modelling strategy requires a substantial amount of human resources

and consequently, as mentioned in the Introduction, the STAR model is respecified only once

every year. However, we do re-estimate the parameters every month.

3.2 The autoregressive artificial neural network model

3.2.1 Definition

The autoregressive single hidden-layer feedforward neural network model used in our work has

the following form

yt = β′
0wt +

q∑

j=1

βjG(γ ′
jwt) + εt (3)

where wt = (1, yt−1, ..., yt−p)
′ as before and βj , j = 1, . . . , q, are parameters, called “connection

strengths” in the neural network literature. Furthermore, function G(·) is a bounded function

called a “hidden unit” or “squashing function” and γj , j = 1, . . . , q, are parameter vectors. Our

squashing function is the logistic function as in (2) with K = 1. The errors εt are assumed

IID
(
0, σ2

)
. We include the “linear unit” β′

0wt in (3) despite the fact that many users assume

β0 = 0. A theoretical argument used to motivate the use of AR-NN models is that they are

universal approximators. Suppose that yt = H(wt), that is, there exists a functional relationship

between yt and the variables in vector wt. Then, under mild regularity conditions for H, there

exists a positive integer q ≤ q0 < ∞ such that for arbitrary δ > 0,
∣∣∣H(wt) −

∑q
j=1 βjG(γ′

jwt)
∣∣∣ <

δ for all wt. This is an important result because q is finite, so that any unknown function

H can be approximated arbitrarily accurately by a linear combination of squashing functions

G(γ′
jwt). This universal approximator property of (3) has been discussed in several papers

including Cybenko (1989), Funahashi (1989), Hornik, Stinchombe, and White (1989), and White

(1990). In principle, equation (3) offers a very flexible parametrization for describing the dynamic

structure of yt. Building AR-NN models will be discussed next.

3.2.2 Building AR-NN models using statistical inference

Building AR-NN models involves two choices. First, one has to select the input variables for the

model. In the univariate case this is equivalent to selecting the relevant lags from a set of lags

determined a priori. Second, one has to choose the number of hidden units, q, to be included
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in the model. Broadly speaking, there exist two alternative ways of building AR-NN models.

On the one hand, one may begin with a small model and gradually increase its size. This is

sometimes called a “bottom-up” approach or “growing the network” and is applied, for example,

in Swanson and White (1995, 1997a,b). On the other hand it, is also possible to have a large

model as a starting-point and prune it, which means removing hidden units and variables. In

this paper we apply both approaches and shall first describe a bottom-up approach based on

the use of statistical inference, originally suggested in Medeiros, Teräsvirta, and Rech (2002).

The first step of the bottom-up inference-based strategy is to select the variables. This is done

by applying another universal approximator, a general polynomial. For example, approximating

the right-hand side of (3) by a general third-order polynomial yields

yt = µ0 +

p∑

i=1

αiyt−i +

p∑

i=1

p∑

i=j

αijyt−iyt−j +

p∑

i=1

p∑

i=j

p∑

k=1

αijkyt−iyt−jyt−k + ε∗t . (4)

An appropriate model selection criterion such as BIC is used to sort out the redundant com-

binations of variables and thus select the lags as described in Rech, Teräsvirta, and Tschernig

(2001). The automated selection technique by Krolzig and Hendry (2001) may also be used for

this purpose.

The second step consists of selecting the number of hidden units. As in the STAR case,

linearity is tested first. An identification problem similar to the one encountered in STAR

models is present here as well. It is circumvented by using (4) and the neural network linearity

test of Teräsvirta, Lin, and Granger (1993). If linearity is rejected, a model with a single hidden

unit (q = 1 in (3)) is estimated. The next stage is to test this model against an AR-NN model

with q ≥ 2 hidden units as described in Medeiros, Teräsvirta, and Rech (2002) and, if rejected,

estimate an AR-NN model with two hidden units. The sequence is continued until the first

acceptance of the null hypothesis. We favour parsimonious models and follow the suggestion of

Medeiros, Teräsvirta, and Rech (2002) to allow the significance levels of the tests in the sequence

to form a decreasing sequence of positive real numbers. More specifically, the significance level

is halved at each stage. In this work, the significance level of the first (linearity) test equals 0.05.

Even here, in order to avoid very irregular forecasts, no reduction of the model is attempted

after the number of hidden units has been determined. The parameters are estimated by con-
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ditional maximum likelihood and the resulting model evaluated by misspecification tests. For a

detailed discussion of this modelling strategy, see Medeiros, Teräsvirta, and Rech (2002).

3.2.3 Building AR-NN models using Bayesian regularization

There exist many methods of pruning a network, see for example Fine (1999, Chapter 6) for an

informative account. In this paper we apply a technique called Bayesian regularization described

in MacKay (1992a). The aim of Bayesian regularization is twofold. First, it is intended to

facilitate maximum likelihood estimation by penalizing the log-likelihood. Second, the method

is used to find a parsimonious model within a possibly very large model. In order to describe the

former aim, suppose that the estimation problem is “ill-posed” in the sense that the likelihood

function is very flat in several directions of the parameter space. This is not uncommon in

large neural network models, and it makes maximization of the likelihood numerically difficult.

Besides, the maximum value may be strongly dependent on a small number of data points. An

appropriate prior distribution on the parameters acts as a regularizer that imposes smoothness

and makes estimation easier. For example, a prior distribution may be defined such that it

shrinks the parameters or some linear combinations of them towards zero. Information in the

time series is used to find “optimal shrinkage”. Furthermore, by defining a set of submodels

within the largest one it is possible to choose one of them and thus reduce the model in size

compared to the original one. This requires determining prior probabilities for the models in

the set and finding the one with the highest posterior probability.

Bayesian regularization can be applied to feedforward neural networks of type (3). This

is discussed in MacKay (1992b). In this context, the set of eligible AR-NN models does not

usually contain models with a linear unit, and we adhere to that practice here. In our case, the

largest model has nine hidden units (q = 9 in (3)), and the maximum lag equals six. We apply

the Levenberg-Marquardt optimization algorithm in conjunction of Bayesian regularization as

proposed in Foresee and Hagan (1997).

As already mentioned, in the approach based on statistical inference discussed in Section

3.2.2 parsimony is achieved by starting from a small model and growing the network by applying

successively tightening selection criteria. Bayesian regularization also has parsimony as a guiding

principle, but it is achieved from the opposite direction by pruning a large network. In what
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follows and in all tables, a neural network model obtained this way is called the NN model,

whereas a neural network model built as explained in Section 3.2.2 is called the AR-NN model.

4 Forecasting with STAR and neural network models

As pointed out in the Introduction, we obtain forecasts for different horizons for a given variable

from the same one-step ahead model. This means that the forecasts from nonlinear models have

to be generated numerically as discussed in Granger and Teräsvirta (1993). Let

yt+1 = f(wt+1; θ) + εt (5)

where wt+1 = (1, yt, ..., yt−p+1)
′, θ is the parameter vector, and εt ∼ IID

(
0, σ2

)
, be a nonlin-

ear model with an additive error term. The STAR model (1)-(2) and the AR-NN model (3)

considered here are special cases of (5). The one-step ahead point forecast for yt+1 equals

ŷt+1|t = f(wt+1; θ).

For the two-step ahead forecast of yt+2 one obtains

ŷt+2|t =

∫ ∞

−∞
f(ŷt+1|t + εt+1, yt, . . . , yt−p+2; θ)dεt+1. (6)

For longer horizons, obtaining the point forecast would even require a multidimensional numeri-

cal integration. Numerical integration in (6) can be avoided either by approximating the integral

by simulation or by bootstrapping the residuals. The latter alternative requires the assumption

that the errors of model (5) be independent.

In this paper we adopt the bootstrap approach, see Lundbergh and Teräsvirta (2002) for

another application of this method in the context of STAR models. In particular, we simulate

N paths for yt+1, yt+2, . . . , yt+hmax , where we set N = 500 and hmax = 12, and obtain the

h-period ahead point forecast as the average of these paths. For example, the two-step ahead
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point forecast is computed as

ŷt+2|t =
1

N

N∑

i=1

ŷt+2|t(i) =
1

N

N∑

i=1

f(ŷt+1|t + ε̂i, yt, . . . , yt−p+2; θ),

where ε̂i are resampled residuals from the model estimated using observations up to time period

t. We set N = 500 and hmax = 12. To be even more precise, we do not consider h-step

ahead forecasts of the 1-month growth rate ŷt+h|t, but instead focus on forecasts of the h-month

growth rate, denoted as ŷt+h,h|t, which can be obtained from the bootstrap forecasts by using

ŷt+h,h|t(i) =
∑h

j=1 ŷt+j|t(i). Results are reported only for forecast horizons h=1, 6 and 12

months, as these are of most relevance for practical purposes. Detailed results for other forecast

horizons are available upon request.

Note that neither SW nor Marcellino (2002) need numerical forecast generation because they

build a separate model for each forecast horizon. Their point forecasts for the h-month growth

rate are of the form

ŷt+h,h|t = fh(wt+1; θ̂h), h ≥ 1,

where fh(wt+1; θ̂h) is the estimated conditional mean of yt+h at time t according to the model

constructed for forecasting h periods ahead.

A useful by-product of the bootstrap method is that the N replications ŷt+h,h|t(i) can be

considered as a random sample from the predictive density of yt+h,h|t and thus directly render a

density forecast, denoted as pt+h,h|t(x), see Tay and Wallis (2002) for a recent survey. Interval

forecasts are obtained from these density forecasts by selecting the interval such that the tail

probabilities outside the interval are equal. Another possibility is to use highest density regions,

see Hyndman (1996). The choice between the two depends on the loss function of the forecaster.

A general reference to constructing interval forecasts is Chatfield (2001) who calls these forecasts

prediction intervals.

5 Recursive specification, estimation, and forecasting

Specification, estimation, and forecasting are carried out recursively using an expanding window

of observations. For most of the series considered in this paper the first window starts in January
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1960 and ends in December 1980, whereas the last window also starts in January 1960 but ends

in December 1999. However, for a few series the starting-date for the windows and the ending

date for the last window is slightly different. The general rule is that all windows begin from

the first observation and the last window is closed 12 months before the last observation. The

maximum lag allowed in all models equals 12. As already mentioned, each model is respecified

only once every year, but parameters are re-estimated every month. For every window we model

Mi to compute point, interval, and density forecasts
{

ŷ
(i)
t+h,h|t

}R+P

t=R
of the h-month growth rate

yt+h,h of all variables, where h = 1, . . . , 12, R is the point where the first forecast is made, and

P is the number of windows. This procedure gives us P forecasts for all horizons; for most series

in our data set P = 228.

The neural network models have a tendency to overfit in the sense that the specification

procedure may lead to a large number of hidden units and poor out-of-sample performance. For

this reason we impose an “insanity filter” on the forecasts; see also Swanson and White (1995).

If a forecast deviates more than plus/minus two standard deviations from the average of the

observed h-month differences ∆hyt|t−h, it is replaced by the arithmetic mean of ∆hyt|t−h, com-

puted with the available observations up until t−h. “Insanity” is thus replaced by “ignorance”.

Another possibility would be to apply a ”linear insanity filter”, where the outlying forecast is

replaced by a forecast from a linear AR model, but that has not been done in the present work.

6 Combining forecasts

We also consider combining forecasts from different models, where we focus on combinations of

the following model pairs: forecasts from AR and STAR models, AR and AR-NN models, and

AR-NN and STAR models. Following Granger and Bates (1969), the composite point forecast

based on models Mi and Mj is given by

ŷ
(i,j)
t+h,h|t = (1 − λt)ŷ

(i)
t+h,h|t + λtŷ

(j)
t+h,h|t (7)

where λt, 0 ≤ λt ≤ 1, is the weight of the h -month forecast ŷ
(j)
t+h,h|t from model Mj . The weights

can be time-varying and based on previous forecast performance of Mi and Mj , but they may

also be fixed. In fact, a general conclusion from the literature on forecast combinations appears

13



to be that equal weighting, that is λt ≡ 1/2, does an adequate job in the sense that more refined

weighting schemes generally do not lead to further improvements in forecast accuracy. This

conclusion was also reached by SW.

It is also possible to combine interval forecasts. Suppose yt+h,h is forecast at time period

t using two models Mi and Mj . Assume that the number of “correct” predictions out of the

previous w forecasts using model Mi given the coverage probability of the interval equals nt,i.

Then the weights could be set such that

λt =
nt,j/w

nt,i/w + nt,j/w
=

nt,j

nt,i + nt,j

.

Now, each of the N pairs of simulated paths from the two models is weighted using weights

λt for model Mj) and 1 − λt for model Mi. Note that these pairs should be obtained using

the same resampled (or simulated) residuals for both forecasts. The empirical distribution of

the N weighted forecasts is the combined density forecast. Even here, it may be assumed that

λt ≡ 1/2. Another possibility would be to pool the forecast densities p
(i)
t+h,h|t(x) and p

(j)
t+h,h|t(x)

such that the combined forecast density equals

p
(i,j)
t+h,h|t(x) = (1 − λt)p

(i)
t+h|t(x) + λtp

(j)
t+h,h|t(x). (8)

A drawback of (8) is, however, that the connection between the simulated forecasts based on

the same random numbers is lost. For this reason we prefer the former approach to (8).

Note that in the present applications, these weighting schemes favour the linear model. In

both STAR and NN approaches, forecasts are obtained from a linear model when linearity is

not rejected. The implicit weight of the linear model in combined forecasts is thus greater than

the weight indicated by λT .

7 Data

We consider the following monthly macroeconomic variables for each of the G7 countries: volume

of industrial production (IP), consumption price index (CPI), narrow money (M1), short-term

interest rate (STIR), volume of exports (VEX), volume of imports (VIMP), and unemployment
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rate (UR). The unemployment rates for France and Italy are missing from the data set because

sufficiently long monthly series have not been available, meaning that the data set consists of 47

monthly time series. Most series start in January 1960 and are available up to December 2000.

The series are seasonally adjusted with the exception of the CPI and the short-term interest rate.

For all series except the unemployment rate and interest rate, models are specified for monthly

growth rates yt, obtained by first differencing the logarithm of the levels. For unemployment

rates and interest rates, models are specified for the levels of the series, which is effectively done

by including a lagged level term as additional variable in the model for the one-month change.

Most series have been adjusted to remove the influence of outliers. Details, including the data

sources data and the types of adjustments made before using the series, are shown in Table 1.

Complete details of the data adjustment can be obtained from the authors upon request.

8 Results

Before we turn to the empirical results of the forecasting exercise, we briefly discuss the results

of the linearity tests. These are summarized in Table 2, showing the fraction of times linearity

is rejected with tests performed once a year when the models are re-specified.

The results for the two models (or linearity tests) are not identical, the differences being

most pronounced for the IP series. There are at least three reasons for this. First, the linear

models that form the null hypothesis are not the same for the STAR and AR-NN alternatives.

In the STAR case the linear models contain all lags up to the highest one selected by BIC. In

the AR-NN case, the variables to be included in the AR-NN model are selected first applying

the technique described in Rech, Teräsvirta, and Tschernig (2001) using BIC, and a linear

combination of them is the basis of the model under test. Second, the alternative against which

linearity is tested is not the same either. The LSTAR model is the more restrictive alternative

of the two. In the latter case, the test we apply is the test described in Teräsvirta, Lin, and

Granger (1993). The significance levels of the tests equal 0.05 for both alternatives. Finally,

a “rejection” against the STAR model is a result of carrying out the test against a number of

alternatives in which the transition variable of the model is different; see Teräsvirta (1994) or

Teräsvirta (1998) for details.
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Linearity is rejected somewhat more frequently against LSTAR than against AR-NN. The

interest rate series, the CPI and the unemployment rate appear to be most systematically

nonlinear when linearity is tested against STAR. There are some country/series combinations

for which linearity is never rejected. Their number is larger when linearity is tested against

the AR-NN alternative. In that case, the interest rate and volume of imports variables are the

“most nonlinear” ones.

Note that the fact that linearity is always rejected does not mean stability of the AR-NN

specification over time. As an example, the AR-NN model for German unemployment rate first

contains two hidden units. This number first drops to one for a period of time, then fluctuates

between two and four before it drops to one again towards the end of the observation period.

There are other examples, however, such as the Canadian VIMP, in which the number of hidden

units remains unchanged, in this case one, over the whole period.

8.1 Evaluation of point forecasts

The point forecasts are evaluated by using the root mean square forecast error (RMSFE) and

mean absolute forecast error (MAFE). Furthermore, pairwise comparisons between models are

also carried out using the Diebold-Mariano test in its modified form, see Harvey, Leybourne, and

Newbold (1997), and the pairwise forecast encompassing test developed in Harvey, Leybourne,

and Newbold (1998). A generalization to more than two forecasts can be found in Harvey and

Newbold (2000). Details of these tests are given in the Appendix.

The monthly time series used in this study can be divided into two categories as far as results

of forecast accuracy are concerned. The IP, CPI, M1, VEX and VIMP series containing a clear

trend form one category, whereas the short-term interest rate (STIR) and the unemployment

rate form (UR) another. We discuss the results for these two categories under separate headings

and begin with trending series.

8.1.1 Forecasting trending series

Table 3 reports the ratios of the RMSFE for a given horizon, h = 1, 6, 12 months, relative

to the RMSFE of the linear AR model, which is our benchmark model. It appears that in

terms of RMSFE gains from nonlinear models are generally small for trending series. CPI is an
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exception to this rule in the sense that in some cases the LSTAR model yields distinctly more

accurate forecasts than the linear AR model and is ranked best for all three forecast horizons.

On the other hand, both neural network models fail for CPI, in particular when forecasting one

month ahead. Why this happens is not clear. The differences become less pronounced at longer

forecast horizons, as may be expected. In fact, the pruned NN model, specified using Bayesian

regularization, does reasonably well for the 12 month horizon.

The best example of the potential gains in forecast accuracy from nonlinear models is the

Italian M1 series, which is being forecast more accurately by any of the three nonlinear models

than the linear AR model. But then, nonlinear models can also be quite unreliable, and this is

not only true for forecasts of CPI. The AR-NN model in particular has this adverse property.

It is the one that most often generates the least precise forecasts for any variable and horizon.

This can be seen from Table 3 that also contains the ranks of each model for every variable

across the three forecast horizons. Without the insanity filter the results would be even worse.

The weakness of the AR-NN approach appears to be that sometimes the modelling strategy

leads to a heavily overparameterized model. A “bad spiral” may occur: The specification tests

suggest adding one hidden unit after another to patch up the previous specification. It seems

that building AR-NN models would require even more care than is provided in this experiment.

An estimated model may well be found deficient at the evaluation stage when it is subjected

to tests. For example, the errors of a misspecified model are typically autocorrelated. No

misspecification tests have been carried out in this work, however, as that would have put even

more strain on computational and human resources. This omission has no doubt had an adverse

effect on the results.

On the other hand, the LSTAR model emerges as a useful forecasting tool. An important

reason is that specification of the model begins by testing linearity. If linearity is not rejected,

the forecasts are identical from the ones from the linear AR model. There are several occasions

in which linearity is never rejected. For example, in modelling the VIMP series this occurs for

three countries out of seven: Canada, France and Japan. Consequently, the LSTAR model rarely

fails badly. Note, however, that no in-sample evaluation of LSTAR models by misspecification

tests is carried out either, but the quality of forecasts suggests that serious specification failures

have been rare.
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The pruned NN model also performs reasonably well, CPI forecasts excepted. There are

three occasions in which its forecasting performance is ranked the last for all forecast horizons

(the LSTAR model does not have any), but it also ranks first three times, compared to three as

well for the AR and seven times for the LSTAR model (three of them for CPI).

The differences in performance between the models are also illustrated by Tables 4–5. They

contain results of pairwise model comparisons in terms of MSFE across series and models, using

the Diebold-Mariano test. The entries in the tables represent the number of times the forecasts

from the model indicated by row have smaller MSFE than forecasts from the model indicated

by column. Choosing the significance level 0.05 as our criterion, the AR model is rarely found

worse than any other. M1 and CPI are the only exceptions: in the former case the AR model

loses a pairwise comparison in 10 cases out of 63, whereas the same figure is 13 out of 63 for

the latter. Eight of the 10 cases for M1 concern one- and six-month horizons. According to the

Diebold-Mariano test, the LSTAR model is the best choice overall, followed by the AR and the

NN model. The AR-NN model is clearly the worst performer. The corresponding results when

MAFE is used as a criterion for comparisons are similar to the ones based on RMSFE and are

not reproduced here.

We also conduct pairwise forecast encompassing evaluation based on equation (A.3) and

the modified Diebold-Mariano statistic. The results in Tables 6–7 indicate that the AR and

the LSTAR models are the ones that forecast encompass the other models most often (the null

hypothesis is not rejected at significance level 0.05). At the other end of the scale, the AR-NN

model is least likely to forecast encompass other models.

The CPI series constitute an interesting exception to the general tendency. At the one-month

horizon, almost no model ever encompasses another for any of the seven countries. These series

thus seem to form a good case for combining forecasts. In forecasting 12-month CPI growth

rates, both the AR and the STAR models encompass the three others two times out of seven.

8.1.2 Forecasting non-trending series

Two of the series, STIR and UR do not generally have a clear trend and are in fact bounded

between zero and unity. They were originally modelled without transforming them to first

differences, but neural network models based on levels generated remarkably bad forecasts. The
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NN and AR-NN models for STIR are therefore based on first differences, which improved their

quality. The results of forecasting STIR in Table 3 reveal that the LSTAR model now fails on

several occasions; see, for example, the results for Canada, Japan and the US. They probably

mostly reflect the difference between models based on differenced observations on the one hand

and levels on the other. The ranks in Table 3 show that there is no clear winner. The linear AR

model is only slightly better than the two NN models.

Pairwise model comparisons by the Diebold-Mariano test in Tables 4–5 confirm the previous

impression. The LSTAR model is the one that is most often found to have a larger MSFE

than the model it is compared with, in particular for the 12-month forecast horizon. For the

one-month horizon, this honour goes to the AR-NN model. Tables 6–7 show that in forecasting

one month ahead, the neural network models rarely forecast encompass any other model. The

LSTAR model has the same property, the only exception being that it encompasses the others

in the case of Italy (the AR-NN model does the same).

The unemployment rates are best forecast by a linear model; see Table 3, with the LSTAR

model a close second. The NN models, which are based on levels of the series as are the other

models, performs remarkably badly. The NN model obtained by pruning is now inferior to

the AR-NN model as well. As far as the performance of the AR-NN model is concerned, the

problem is that many of the estimated models are explosive, which leads to inferior forecasts.

Model evaluation, ignored in this study, appears necessary before these models can be put into

use. The NN models do not contain a linear component, but it seems that characterizing a

slowly flucuating level series with a NN model in which lagged levels appear in the squashing

function is difficult.

The ranks in Table 3 complete this picture as do the results of pairwise comparisons by the

Diebold-Mariano test in Tables 4–5. When equality of the MSFE is tested such that either the

AR or the LSTAR model is involved and improvement by any of the other models constitutes

the alternative, the null hypothesis is not rejected a single time. From Tables 6–7 it is seen that,

conversely, the NN model generally does not forecast encompass other models for the one-month

horizon, whereas the AR-NN model encompasses the NN model in three cases out of five but

never an AR or an LSTAR model.

The single most important reason for inaccurate forecasts for UR series from the neural
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network models is that the unemployment rate series are nearly nonstationary or “locally non-

stationary” (they cannot be nonstationary as the observations are bounded between zero and

one). The linear unit of the AR-NN model, when estimated, sometimes makes the whole model

explosive, which in turn makes the forecasts unreliable, in particular at longer horizons. The

pruned NN models do not contain a linear unit, but it appears that it is difficult to adequately

describe a nearly nonstationary series using its own past when the past values just appear in the

exponent of the squashing function. Differencing the unemployment rate and fitting neural net-

work models to first differences may be the only possible remedy to the situation. Consequences

of making the decision of differencing on the basis of unit root tests is discussed in Diebold

and Kilian (2000). They also draw attention to the problem of obtaining explosive roots when

estimating (linear) level models that contain a unit root or a near-unit root.

Our results are not fully comparable with the results in SW and Marcellino (2002). These

authors built a separate model for each forecast horizon, whereas in this study the same model

has been used for generating forecasts for all three horizons. Whether or not this is an important

difference has to be investigated, but it is not done here. At any rate, our results indicate that

building nonlinear models with care has a positive effect on forecast accuracy. This is true for

LSTAR models and it should also be true for neural network models. It appears, however, that

the modelling technique presented in Medeiros, Teräsvirta, and Rech (2002) for AR-NN models

needs improvements before the AR-NN model becomes a serious competitor to the linear model.

It is obvious that building AR-NN models requires even more individual care than what has been

possible to exercise in this simulation experiment. For example, in-sample model evaluation has

not been carried out. Building NN models by pruning works somewhat better in our experiment

but flaws of that approach become evident in forecasting unemployment rates. Differencing the

UR series first may yield better results.

8.1.3 Combining point forecasts

As indicated in Section 6, our aim is also to consider the accuracy of forecasts that are a results

of combining point forecasts. We consider the three possible combinations of pairs involving

a linear AR model and two combinations that only involve nonlinear models. The latter ones

are NN+STAR and AR-NN+STAR. Following SW, equal weights are used in combining the
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forecasts.

Table 11 contains results for RMSFE comparisons. The benchmark is again the linear AR

model, which means that the entries in the table are ratios of the RMSFE of the combined

forecast and the corresponding RMSFE of the linear AR model. A general conclusion is that

combining forecasts often improves the accuracy compared to the benchmark, unless the pair

contains a model that generates strongly inferior forecasts. In that case, the forecasts are more

accurate than the ones from the inferior model but still less accurate than the benchmark. In

this study, the inferior model is most often the AR-NN model.

Sometimes the combination of two nonlinear models produces very good results. A case

in point is the Canadian CPI. Combining forecasts from the NN and LSTAR model leads to

remarkably good forecasts, even though the forecasts from the NN model are not particularly

accurate, see Table 3. Combinations in which the linear AR model is one of the components are

conservative in the sense that they further emphasize the linear model. For example, combining

the linear and the LSTAR model often lead to forecasts that are slightly more accurate than the

forecasts from the linear model. This is due to the fact that some of the STAR forecasts may

be “linear” in the sense that they arise from a linear model. This happens when linearity is not

rejected against STAR, so that the model actually used for forecasting is the linear AR model.

8.2 Evaluation of interval forecasts

Christoffersen (1998) argues that a good interval forecast should possess two essential properties.

First, its empirical coverage should be close to the nominal coverage probability. Second, in the

presence of (conditional) heteroskedasticity, the interval should be narrow in tranquil periods

and wide in volatile periods. In other words, the observations falling outside the interval should

be divided randomly over the sample and not form clusters. To assess these two properties for

the interval forecasts obtained from various models, we follow Siliverstovs and van Dijk (2003)

and apply the Pearson-type χ2 tests developed in Wallis (2003). While these are asymptotically

equivalent to the likelihood ratio tests developed in Christoffersen (1998), the advantage of the

Pearson-type tests is that they allow calculation of exact p-values when the number of forecasts

is limited. A brief description of these tests can be found in the Appendix.

Tables 8 and 9 contain the results of the three tests that have been applied to three interval
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forecasts with nominal coverage probability equal to 0.5, 0.75 and 0.9, using a significance level

of 0.05. The results are aggregated over the three forecast horizons and seven countries (Table 8)

or seven variables (Table (9). The entries in the tables are numbers of times the null hypothesis

is rejected, so that the largest figure possible in the tables is 21 (15 for UR). Consider first the

test of correct unconditional coverage defined by (A.7). It appears that the linear AR and the

LSTAR model are somewhat more successful in covering the true value with correct probability

than the neural network models. The differences are small, however, except for UR. For this

variable, the AR-NN and NN models perform clearly worse than the linear AR and the LSTAR

models. This reflects the fact, already known from the analysis of point forecasts, that level

models for the unemployment rate have problems in forecasting changes in this variable.

The check whether or not observations falling outside the interval form clusters with the

test of independence does not discriminate between the models. The number of accepted null

hypotheses is about the same for all models. The only variable for which some differences appear

is again UR. There the neural network models perform less satisfactorily in that the number of

acceptances is lower than it is for the other variables. This is the case in particular when the

nominal coverage probability equals 0.9.

The test of correct conditional coverage indicates that the LSTAR model may perform best

in this respect, followed by the linear AR model. The neural network models are inferior, in

particular when it comes to predicting the two nontrending variables STIR and UR.

As mentioned in Section 2, Clements, Franses, Smith, and van Dijk (2003) argued that it

may be difficult to discriminate between linear and nonlinear models on the basis of their interval

and density forecast accuracy. Their conclusion was based on a simulation study involving two-

regime TAR models. Our tests suggest that the LSTAR model, which nests the TAR model as

a special case, and the linear AR model have similar performance, but in this case we of course

do not know the underlying models. Forecasts of the unemployment rate make it possible to

discriminate between the models. The results on the accuracy of point forecasts in Section 8.1.2

combined with the results of this section suggest that only sufficiently large differences in the

accuracy of the point forecasts are reflected as discernible differences in the accuracy of the

interval forecasts.
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8.3 Evaluation of density forecasts

A density forecast is an estimate of the probability distribution of the observation to be forecast.

Density forecasts thus provide a complete description of the uncertainty associated with the

forecasts and may be considered a natural extension of interval forecasts. In this paper we follow

the approach developed in Diebold, Gunther, and Tay (1998) to evaluate density forecasts using

the probability integral transform [PIT] of the realization with respect to the density forecast.

The details of this approach are described in the Appendix.

When the density forecasts are evaluated by the Kolmogorov-Smirnov test, there are no

appreciable differences between the models but large differences across variables. The results

can be found in Table 10. The null hypothesis of the PITs being independent and uniformly

distributed is rarely rejected for UR but relatively often for CPI. These results say something

about the shape of the forecast density but do not seem very useful in assessing forecast accuracy.

We also followed the suggestion of Berkowitz (2001), see the Appendix, and transformed the

PIT-transformed forecasts to be standard normal. Perhaps surprisingly, results of the normality

test by Doornik and Hansen (1994) were completely uninformative: normality was very rarely

rejected at significance level 0.05 for any model or variable. The detailed results are therefore

not reported here.

9 Conclusions

In this paper we consider forecast accuracy of a linear AR model and three different nonlinear

models, the LSTAR model and two neural network models. A result that emerges is that in

order to obtain acceptable results with nonlinear models, modelling has to be carried out with

care. Testing linearity is essential in improving the performance of LSTAR models and getting

it to a level where these models possibly generate more accurate point forecasts than linear

AR models. When it comes to neural network models, there is a considerable risk of obtaining

completely erroneous forecasts, and controls have to be applied to weed them out and replace

them by simple but less unreasonable rule-of-thumb forecasts.

The results of interval forecasting show smaller differences in performance between the mod-

els. Nevertheless, in the few cases where differences can be observed, the linear AR model and
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the LSTAR model appear to have better probability coverage than the neural network mod-

els. The higher the nominal coverage probability, the more accentuated are the differences.

Evaluation of forecast densities does not appear to produce much useful information as far as

comparison of different models is concerned. What is considered is in fact the shape of the

forecast density, and forecast accuracy is not emphasized by the criteria available for evaluation.

It appears that evaluation of interval forecasts is in this respect more useful than evaluation of

forecast densities using tests of the form of the distribution.

The answer to the first of the questions posed in the Introduction is thus mixed. It appears

that LSTAR models generate forecasts that to some extent are more accurate than forecasts

from linear models. But then, that is not true for the neural network models we have considered

here. The answer to the second question thus appears to be that tightly parameterized models,

here represented by the LSTAR family, have an edge over more nonparametric approaches such

as neural network models.

Furthermore, it appears that combining forecasts improves the accuracy of point forecasts.

This answer to the third question in the Introduction is not without reservations, but by and

large the results of this paper seem favourable to the idea. There is no unique answer to the

final question. Whether or not the gains in forecast accuracy appear worthwhile depends on

how large the cost of careful nonlinear model specification is estimated to be compared to the

gains achieved by these models.

The results in this work are based on the assumption that all models have constant pa-

rameters during the estimation period. Evaluation of models should contain testing parameter

constancy. This requirement is difficult to satisfy in a simulation study with a large number of

models, and no evaluation tests have been carried out, although such tests exist. In practice it

may therefore be possible to build better models than the ones used for forecasting in this study.

But then, if the number of series to be predicted is large, it may be that the forecaster cannot

devote extensive resources for building all the forecasting models he needs. The results of this

study at least indicate that when one considers choosing a forecasting model from a large family

of models, careful specification (selecting a member of this family) may improve the precision of

forecasts.
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Appendix A Statistics and tests for evaluating forecasts

In this Appendix we discuss the various forecast evaluation methods employed, for point, interval and

density forecasts.

A.1 Evaluating point forecasts

Define
{

ŷ
(i)
t+h,h|t

}R+P

t=R
as the sequence of point forecasts of the h-month growth rate yt+h,h of length

P , obtained from model Mi. The corresponding forecast error equals ê
(i)
t+h,h|t = yt+h,h − ŷ

(i)
t|t−h

. The

Mean Squared Forecast Error (MSFE) is defined as MSFEi = 1
P

∑R+P

t=R

(
ê
(i)
t+h,h|t

)2

and we use its

square root (RMSFE) in this work. Similarly, the Mean Absolute Forecast Error (MAFE) is defined as

MAFEi = 1
P

∑R+P

t=R |ê
(i)
t+h,h|t|.

In order to assess the statistical significance of differences in MSFE or MAFE for two competing

models Mi and Mj , we use the test of equal forecast accuracy developed by Diebold and Mariano (1995).

Let g
(
ê
(i)
t+h,h|t

)
denote the loss associated with the forecast of the h-month growth rate yt+h,h from Mi.

The null hypothesis of equal forecast accuracy for models Mi and Mj is given by H0 : E

(
g
(
ê
(i)
t+h,h|t

))
=

E

(
g
(
ê
(j)
t+h,h|t

))
. Defining the loss differential as dt+h,h = g

(
ê
(i)
t+h,h|t

)
− g

(
ê
(j)
t+h,h|t

)
, equal forecast

accuracy implies E (dt+h,h) = 0. Given a covariance-stationary sequence of loss differentials {dt+h,h}
R+P

t=R

of length P , the Diebold-Mariano (DM) statistic for testing the null hypothesis of equal forecast accuracy

is given by

DM =
d√

V̂
(
d
)

D
→ N(0, 1), (A.1)

where d = P−1
∑R+P

t=R dt+h,h is the sample mean of the loss differential and V̂
(
d
)

a consistent estimator

of the asymptotic variance of d as P → ∞. The variance is usually computed as an unweighted sum of

sample autocovariances up to order h − 1, that is,

V̂
(
d
)

= P−1

(
γ̂0 + 2

h−1∑

k=1

γ̂k

)
,

where γ̂k = P−1
∑R+P

t=R+k

(
dt+h,h − d

) (
dt+h−k,h − d

)
.

We apply the modifications suggested by Harvey, Leybourne, and Newbold (1997) to size-correct

the DM statistic and to account for the possibility that forecast errors are fat-tailed. This means that

statistic (A.1) is multiplied by the following correction factor

CF =
P + 1 − 2h + h(h − 1)/P

P
. (A.2)
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Under the null hypothesis E (dt+h,h) = 0, the resulting statistic MDM = CF × DM is asymptotically

distributed as a Student’s t with (P − 1) degrees of freedom. Further details can be found in Harvey,

Leybourne, and Newbold (1997).

Point forecasts from different models can also be compared by forecast encompassing tests. Model

Mi is said to forecast encompass a competitor Mj if the forecasts from Mj contain no useful information

beyond that contained in the forecasts from Mi. Essentially, a test for forecast encompassing can be

based on the composite forecast ŷ
(c)
t+h,h|t, constructed as a linear combination of the forecasts from the

individual models,

ŷ
(c)
t+h,h|t = αŷ

(j)
t+h,h|t + (1 − α)ŷ

(i)
t+h|t, (A.3)

where the coefficient α denotes the optimal weight attached to the forecast from Mj . In this context, Mi

forecast encompasses Mj if α = 0. We use the test proposed by Harvey, Leybourne, and Newbold (1998).

These authors showed that a test for forecast encompassing can be carried out by applying statistic

MDM but defining dt+h,h = ê
(i)
t+h,h|t

(
ê
(i)
t+h,h|t − ê

(j)
t+h,h|t

)
.

Finally, we mention the forecast encompassing test for K ≥ 2 competing forecasts developed in

Harvey and Newbold (2000). Let

ŷ
(c)
t+h,h|t = α1ŷ

(1)
t+h,h|t + α2ŷ

(2)
t+h,h|t + · · · + αK−1ŷ

(K−1)
t+h,h|t + (1 − α1 − · · · − αK−1)ŷ

(K)
t+h,h|t. (A.4)

The null hypothesis is that model MK forecast encompasses all other K − 1 models, which is tanta-

mount to H0 : α1 = · · · = αK−1 = 0 in (A.4). Defining the (K − 1 × 1) vector dt+h,h with elements

ê
(K)
t+h,h|t

(
ê
(K)
t+h,h|t − ê

(j)
t+h,h|t

)
for j = 1, . . . ,K − 1, the statistic for testing zero mean of this vector is

MS =
dV̂−1d

(K − 1)(P − 2)(P − K + 1)
, (A.5)

where d = P−1
∑R+P

t=R dt+h,h. Furthermore, V̂ is the sample covariance matrix constructed using the

Newey-West estimator with Bartlett kernel in order to account for possible serial dependence in the

forecast errors. We follow the suggestion of Harvey and Newbold (2000) to multiply MS by the correction

factor CF given in (A.2) and obtain critical values from the FK−1,P−K+1 distribution.

A.2 Evaluating interval forecasts

Consider first the evaluation of one-period-ahead interval forecasts. Let Lt+1|t(q) and Ut+1|t(q) denote the

lower and the upper limits of the interval forecasts of yt+1 made at time t, for a given nominal coverage

probability q. Define the sequence of indicator functions
{
It+1|t

}R+P

t=R+1
of length P , where It+1|t takes

31



value one when the realization yt+1 lies inside the forecast interval and zero otherwise. Wallis (2003)

presents three Pearson-type χ2 tests: a test of correct unconditional coverage, a test of independence,

and a test of correct conditional coverage, building upon Christoffersen (1998). The three statistics have

the common form

X2 =
∑

i

(Oi − Ei)
2

Ei

(A.6)

and they measure the discrepancy between the observed outcome (Oi) and the expected outcome (Ei)

under the appropriate null hypothesis.

The test of correct unconditional coverage compares the sample proportion of times when the interval

forecast includes the realization yt+1 with the nominal coverage probability q. This empirical coverage

probability is estimated by π̂ = n1/P where n1 =
∑R+P

t=R It+1|t. Under the null hypothesis of correct

unconditional coverage, the expected frequencies of observing the actual value yt+1 inside and outside

the interval forecast are equal to m1 = qP and m0 = (1 − q)P , respectively. The test statistic for

unconditional coverage is given by

X2 =

1∑

i=0

(ni − mi)
2

mi

=
P (π̂ − q)

2

q(1 − q)
(A.7)

where n0 = P − n1.

In the test of correct unconditional coverage only the overall number of interval “hits” matters.

The test does not account for potential temporal dependencies in
{
It+1|t

}R+P

t=R
. In order to detect such

dynamic behaviour, one can carry out a test for independence based on the number of transitions nij of

It+1|t from “state” i to “state” j, for i, j = 0, 1. The observed contingency matrix is written as

Π̂0 =


n00 n01

n10 n11


 . (A.8)

In this case, the expected frequencies mij = P
(

ni+

P

) (n+j

P

)
, with row sums ni+ = ni0 + ni1 and column

sums n+j = n0j + n1j , i, j = 0, 1. The resulting test statistic equals

X2 =

1∑

i=0

2∑

j=1

(nij − mij)
2

mij

. (A.9)

Finally, the conditional coverage test combines the tests of correct unconditional coverage and of

independence. The test statistic is computed as in (A.9), where the observed transition counts are taken
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from (A.8). The expected frequencies mij are now obtained from

Π̂E
cc =


(1 − q)n0+ qn0+

(1 − q)n1+ qn1+


 . (A.10)

Under the null hypothesis, the statistic for testing unconditional coverage and the statistic for testing

independence both have an asymptotic χ2 distribution with one degree of freedom, whereas the statistic

for testing conditional coverage follows an asymptotic χ2(2) distribution. In small samples the use of

exact p-values might be desirable, as discussed in Wallis (2003).

Extending these tests to the evaluation of interval forecasts for the h-month growth rate with h > 1

is not straightforward, as the corresponding sequence
{
It+h,h|t

}R+P

t=R
is expected to exhibit serial depen-

dence up to order (h − 1) under the null. We adopt the approach advocated by Diebold, Gunther, and

Tay (1998) in the context of evaluation of density forecasts. This requires partitioning
{
It+h,h|t

}R+P

t=R
into

h subsets of independent observations (IR+h,h|R, IR+2h,h|R+h, . . .), (IR+1+h,h|R+1, IR+1+2h,h|R+1+h, . . .),

. . ., (IR+(h−1)+h,h|R+(h−1), IR+(h−1)+2h,h|R+(h−1)+h, . . .). The interval forecast evaluation tests are car-

ried out for each of these subsets at significance level α/h, and the null hypothesis of correct calibration

of the interval forecasts rejected if the null hypothesis is rejected for at least one of these h tests. This

procedure ensures that the overall size of the test is bounded from above by α. Note that the number of

forecasts in the subsets quickly becomes small as h increases. For the longest time series in our data set,

it drops from 114 for h = 2 to 24 for h = 12, which underlines the relevance of the Pearson-type tests

discussed here.

A.3 Evaluating density forecasts

Suppose we want to evaluate density forecasts of the one-month growth rate yt. Let pt+1|t(·) denote the

density forecast generated at time t from a particular model and ft+1(·) be the true predictive density of

yt+1. Diebold, Gunther, and Tay (1998) suggest a comparison of pt+1|t(·) with ft+1(·) via the probability

integral transform (PIT) zt+1|t of the actual realization of yt+1 with respect to the density forecast

pt=1|t(·). The PIT is defined as follows:

zt+1|t =

∫ ∆yt+1

−∞

pt+1|t(u)du. (A.11)

Under the null hypothesis of equivalence of density forecasts and the predictive density, i.e., pt+1|t(·) =

ft+1(·), the elements of the sequence of PITs
{
zt+1|t

}R+P

t=R
are independent and uniformly (0,1) distributed:

zt+1|t ∼ UID(0, 1). The null hypothesis is tested using the Kolmogorov-Smirnov (KS) statistic that is

based on the maximum deviation of the empirical cumulative density function from the theoretical one.
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The appropriate critical values are obtained using an analytical formula in Miller (1956).

The KS-test requires independence of the observations. While this may not be an unreasonable as-

sumption in case of density forecasts for the one-month growth rate, it is likely to fail when h-month

growth rate forecasts are considered for h > 1. Again, we follow the suggestion of Diebold, Gun-

ther, and Tay (1998) and partition the sequence
{
zt+h,h|t

}R+P

t=R
into h sub-groups of independent ob-

servations
(
zR+h,h|R, zR+2h,h|R+h, . . .

)
,
(
zR+1+h,h|R+1, zR+1+2h,h|R+1+h, . . .

)
, . . ., (zR+(h−1)+h,h|R+(h−1),

zR+(h−1)+2h,h|R+(h−1)+h, . . .), for which the assumption of independence can be maintained. We perform

a KS-test at significance level α/h on each of the partitioned groups and reject the null hypothesis of

correct calibration of the density forecasts if the null hypothesis is rejected at least once for the h tests

performed.

The maintained assumption of independence can be checked by testing for autocorrelation in the

partitioned sequences of
{
zt+h,h|t

}R+P

t=R
using the Ljung-Box test with the significance level α/h with h =

1, . . . , 12, for power transformations of the demeaned sequences
{(

zt+h|t − zt+h,h|t

)k}R+P

t=R
, k = 1, . . . , 4.

Berkowitz (2001) applies the inverse normal cumulative density function transformation of the se-

quence
{
zt+1|t

}R+P

t=R+1
. Under the assumption that the elements of the sequence

{
zt+1|t

}R+P

t=R+1
are

UID(0, 1) under the null hypothesis, the elements of the sequence of transformed PIT’s
{

z∗
t+1|t

}R+P

t=R

are NID(0, 1). Berkowitz (2001) suggests that tests of normality of
{

z∗
t+1|t

}R+P

t=R
may be more powerful

than the KS-test. In this paper we test normality of
{

z∗
t+1|t

}R+P

t=R
using the test statistic proposed in

Doornik and Hansen (1994) (DH). For several-steps-ahead density forecasts, we test the normality as-

sumption after partitioning the corresponding sequences into subgroups as discussed in Diebold, Gunther,

and Tay (1998).
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Table 1: Data description.

Period Source SA Period Source SA Period Source SA
Canada Germany France

IP 1961.1–2000.12 DS Yes 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes
CPI 1960.1–2000.12 OECD No 1960.1–2000.12 OECD No 1960.1–2000.12 OECD No
M1 1960.1–2000.12 OECD Yes 1960.1–1998.12 OECD Yes 1970.1–1998.12 OECD Yes

STIR 1960.1–2000.12 DS No 1970.1–2000.12 OECD No 1970.1–2000.12 DS No
UR 1960.1–2000.12 OECD Yes 1962.1–2000.12 OECD Yes –

VEX 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes 1970.1–2000.12 OECD Yes
VIMP 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes 1970.1–2000.12 OECD Yes

Italy Japan United Kingdom
IP 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes 1960.1–2000.12 ONS Yes

CPI 1960.1–2000.12 OECD No 1960.1–2000.12 OECD No 1960.1–2000.12 DS No
M1 1974.1–1998.12 OECD Yes 1960.1–2000.12 OECD Yes 1969.1–2000.12 OECD Yes

STIR 1971.1–2000.12 DS No 1967.1–2000.12 IFS No 1960.1–2000.12 DS No
UR – – – 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes

VEX 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes
VIMP 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes 1960.1–2000.12 OECD Yes

United States
IP 1960.1–2000.12 FRED Yes

CPI 1960.1–2000.12 FRED No
M1 1960.1–2000.12 FRED Yes

STIR 1960.1–2000.12 FRED No
UR 1960.1–2000.12 FRED Yes

VEX 1960.1–2000.12 OECD Yes
VIMP 1960.1–2000.12 OECD Yes

Notes: DS means DataStream. FRED means Federal Reserve Economic Data. – refers to non-available data.
SA means seasonally adjusted.

Table 2: Model building: Rejection frequencies of the linearity hypothesis against
STAR (upper panel) and AR-NN (lower panel) models.

STAR
IP CPI M1 STIR VEX VIMP UR

Canada 0.95 0.25 1 1 0.05 0 0.90
France 1 1 0.77 1 0.55 0 –
Germany 0.90 1 0 1 0 0.60 0.95
Italy 0 1 0.22 1 1 1 –
Japan 0.15 1 0.85 1 0.35 0 0.95
UK 0 0.35 0.95 1 0.25 0.20 0
USA 1 1 0.80 1 0.50 1 1

AR-NN
IP CPI M1 STIR VEX VIMP UR

Canada 0 0.95 0.47 1 0.11 1 0.74
France 0 1 0.35 0.84 0 0 –
Germany 0 1 0 1 0 1 1
Italy 0 1 0.25 0.95 1 1 –
Japan 0.53 0.95 0 0.37 0.16 0.11 0.84
UK 0 1 0.58 1 0.32 1 1
USA 1 0.95 1 1 1 1 0.32
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Table 3: Point Forecast Evaluation: Ratios of root mean square forecast errors and ranks (in paren-
theses) of the models by variable, country, and forecast horizon, where the linear AR model is the
baseline model. For the AR model, entries in square brackets are RMSFE values.

IP CPI M1 STIR
1 6 12 1 6 12 1 6 12 1 6 12

Canada AR [0.01](3) [0.03](2) [0.05](2) [0.003](2)[0.01](3) [0.02](4) [0.02](2) [0.03](4) [0.05](3) [0.64](2) [1.98](3) [2.55](1)
NN 0.99(1) 0.98(1) 0.99(1) 1.14(4) 1.08(4) 0.95(2) 1.04(4) 1.00(3) 1.00(2) 1.05(3) 0.98(2) 1.05(3)

AR-NN 1.05(4) 1.12(4) 1.06(4) 1.00(3) 0.98(2) 0.99(3) 0.99(1) 0.98(1) 0.99(1) 0.99(1) 0.93(1) 1.01(2)
STAR 0.99(2) 1.01(3) 1.03(3) 0.98(1) 0.92(1) 0.89(1) 1.01(3) 0.99(2) 1.00(4) 1.08(4) 1.16(4) 1.26(4)

France AR [0.01](3) [0.02](3) [0.03](3) [0.002](3)[0.01](2) [0.02](3) [0.01](3) [0.02](2) [0.04](2) [0.54](4) [1.60](3) [1.96](1)
NN 0.98(1) 0.99(2) 0.99(2) 1.11(4) 1.06(3) 0.83(2) 0.88(1) 1.11(3) 1.12(3) 0.97(2) 0.98(2) 1.02(3)

AR-NN 1.00(4) 1.06(4) 1.05(4) 0.99(2) 1.47(4) 1.28(4) 0.94(2) 1.26(4) 1.26(4) 0.98(3) 0.97(1) 1.01(2)
STAR 1.00(2) 0.98(1) 0.94(1) 0.97(1) 0.86(1) 0.79(1) 1.07(4) 0.98(1) 0.95(1) 0.95(1) 1.08(4) 1.18(4)

Germany AR [0.01](3) [0.03](3) [0.04](3) [0.003](2)[0.01](3) [0.02](3) [0.01](1) [0.02](1) [0.03](1) [0.34](2) [1.02](2) [1.55](1)

NN 1.00(2) 0.97(2) 0.98(1) 1.34(4) 0.96(2) 0.81(2) 1.00(3) 1.01(3) 1.00(3) 1.03(4) 1.15(4) 1.29(4)
AR-NN 1.01(4) 1.02(4) 1.01(4) 1.10(3) 1.10(4) 1.12(4) 1.02(4) 1.03(4) 1.02(4) 0.91(1) 0.99(1) 1.12(3)
STAR 0.98(1) 0.95(1) 0.99(2) 0.97(1) 0.83(1) 0.77(1) 1.00(1) 1.00(1) 1.00(1) 1.02(3) 1.12(3) 1.12(2)

Italy AR [0.02](2) [0.03](2) [0.05](2) [0.002](2)[0.01](1) [0.02](1) [0.01](4) [0.03](4) [0.06](4) [0.57](3) [1.94](4) [2.96](4)

NN 0.99(1) 0.96(1) 0.97(1) 1.47(4) 1.57(3) 1.44(3) 0.92(1) 0.79(1) 0.79(1) 1.04(4) 0.95(3) 0.85(2)
AR-NN 1.00(4) 1.02(4) 1.02(4) 1.21(3) 2.19(4) 1.69(4) 0.93(2) 0.84(2) 0.83(2) 0.97(1) 0.90(1) 0.82(1)
STAR 1.00(2) 1.00(2) 1.00(2) 0.97(1) 1.07(2) 1.11(2) 0.99(3) 0.95(3) 0.92(3) 0.99(2) 0.92(2) 0.93(3)

Japan AR [0.01](3) [0.03](3) [0.05](3) [0.005](2)[0.02](3) [0.04](3) [0.01](1) [0.03](2) [0.05](2) [0.26](3) [0.89](3) [1.52](3)

NN 0.99(1) 0.98(1) 0.98(1) 1.24(4) 0.86(2) 0.68(1) 1.01(2) 1.04(3) 1.07(3) 0.95(1) 0.87(1) 0.80(1)
AR-NN 1.07(4) 1.11(4) 1.12(4) 1.11(3) 1.14(4) 1.02(4) 1.07(4) 1.14(4) 1.22(4) 0.99(2) 0.89(2) 0.85(2)
STAR 1.00(2) 1.00(2) 1.00(2) 0.94(1) 0.73(1) 0.69(2) 1.04(3) 0.98(1) 0.95(1) 1.01(4) 1.17(4) 1.91(4)

UK AR [0.01](2) [0.02](3) [0.03](3) [0.003](2)[0.01](1) [0.03](1) [0.005](3) [0.02](2) [0.03](2) [0.48](1) [1.45](1) [2.01](2)
NN 0.99(1) 1.00(2) 0.99(1) 1.08(3) 1.21(3) 1.21(3) 0.97(2) 1.01(3) 1.00(3) 1.02(4) 1.10(4) 1.12(4)

AR-NN 1.00(4) 0.99(1) 1.00(2) 1.29(4) 1.48(4) 1.39(4) 1.05(4) 1.29(4) 1.16(4) 1.00(2) 1.07(3) 1.11(3)
STAR 1.00(2) 1.00(3) 1.00(3) 1.00(1) 1.03(2) 1.08(2) 0.96(1) 0.89(1) 0.86(1) 1.01(3) 1.01(2) 0.99(1)

USA AR [0.01](2) [0.02](1) [0.04](2) [0.002](2)[0.01](2) [0.02](1) [0.005](1) [0.02](2) [0.04](3) [0.46](1) [1.42](3) [1.97](2)
NN 0.99(1) 1.01(2) 1.00(1) 1.23(4) 1.10(3) 1.04(2) 1.01(3) 1.00(3) 0.99(2) 1.05(2) 0.99(2) 1.03(3)

AR-NN 1.02(4) 1.04(4) 1.03(3) 1.02(3) 1.42(4) 1.28(4) 1.02(4) 1.09(4) 1.07(4) 1.13(3) 0.88(1) 0.95(1)
STAR 1.01(3) 1.03(3) 1.04(4) 0.94(1) 0.95(1) 1.09(3) 1.00(2) 1.00(1) 0.96(1) 1.78(4) 1.23(4) 1.49(4)

VEX VIMP UR
1 6 12 1 6 12 1 6 12

Canada AR [0.03](2) [0.06](1) [0.08](2) [0.03](2) [0.07](1) [0.10](1) [0.25](2) [0.83](1) [1.43](3)
NN 1.00(4) 1.03(3) 1.05(3) 1.01(4) 1.02(4) 1.02(4) 1.53(4) 1.50(3) 1.33(4)

AR-NN 1.00(1) 1.03(4) 1.08(4) 1.00(1) 1.01(3) 1.01(3) 1.12(3) 1.84(4) 1.00(2)
STAR 1.00(3) 1.00(2) 1.00(1) 1.00(3) 1.00(2) 1.00(2) 1.00(1) 1.00(2) 0.98(1)

France AR [0.03](1) [0.05](1) [0.09](1) [0.03](2) [0.06](1) [0.10](1) −− −− −−

NN 1.01(2) 1.06(2) 1.05(2) 0.97(1) 1.01(3) 1.01(3) −− −− −−

AR-NN 1.02(3) 1.08(3) 1.06(3) 1.01(4) 1.05(4) 1.04(4) −− −− −−

STAR 1.03(4) 1.10(4) 1.09(4) 1.00(2) 1.00(1) 1.00(1) −− −− −−

Germany AR [0.03](2) [0.05](2) [0.08](2) [0.04](1) [0.06](3) [0.10](3) [0.08](2) [0.37](1) [0.75](1)

NN 1.00(4) 1.02(4) 1.02(4) 1.04(4) 0.99(2) 1.00(2) 1.53(4) 1.96(4) 1.91(4)
AR-NN 0.99(1) 1.00(1) 1.00(1) 1.01(2) 1.02(4) 1.01(4) 1.58(3) 1.91(3) 1.31(3)
STAR 1.00(2) 1.00(2) 1.00(2) 1.03(3) 0.97(1) 0.97(1) 0.99(1) 1.03(2) 1.05(2)

Italy AR [0.06](3) [0.08](3) [0.11](1) [0.07](1) [0.10](2) [0.13](2) −− −− −−

NN 0.93(1) 0.99(2) 1.09(3) 1.02(4) 1.02(3) 1.05(3) −− −− −−

AR-NN 0.99(2) 1.06(4) 1.13(4) 1.01(3) 1.10(4) 1.19(4) −− −− −−

STAR 1.01(4) 0.98(1) 1.01(2) 1.00(2) 1.00(1) 1.00(1) −− −− −−

Japan AR [0.03](3) [0.07](3) [0.12](2) [0.05](2) [0.10](2) [0.17](1) [0.08](1) [0.19](1) [0.32](1)

NN 0.99(2) 0.99(2) 1.01(3) 1.00(1) 0.98(1) 1.00(3) 1.43(4) 1.59(4) 1.39(4)
AR-NN 1.04(4) 1.14(4) 1.13(4) 1.01(4) 1.03(4) 1.05(4) 1.13(3) 1.49(3) 1.25(3)
STAR 0.99(1) 0.98(1) 0.99(1) 1.00(2) 1.00(2) 1.00(1) 1.06(2) 1.15(2) 1.09(2)

UK AR [0.04](4) [0.06](1) [0.09](1) [0.04](4) [0.06](2) [0.08](2) [0.07](1) [0.33](1) [0.77](1)
NN 0.99(1) 1.01(2) 1.02(3) 0.99(1) 1.02(4) 1.04(4) 1.49(4) 2.37(4) 2.05(4)

AR-NN 1.00(3) 1.03(4) 1.04(4) 0.99(2) 1.01(3) 1.03(3) 1.31(3) 2.22(3) 1.64(3)
STAR 1.00(2) 1.01(3) 1.01(2) 1.00(3) 1.00(1) 0.99(1) 1.00(1) 1.00(1) 1.00(1)

USA AR [0.03](1) [0.06](1) [0.09](1) [0.04](2) [0.07](1) [0.09](1) [0.15](1) [0.47](1) [0.89](1)
NN 1.03(3) 1.11(3) 1.07(3) 1.10(4) 1.06(4) 1.03(4) 1.24(4) 1.40(4) 1.06(3)

AR-NN 1.03(4) 1.25(4) 1.16(4) 1.01(3) 1.02(2) 1.02(2) 1.03(3) 1.09(3) 1.26(4)
STAR 1.02(2) 1.04(2) 1.02(2) 0.98(1) 1.02(3) 1.03(3) 1.01(2) 1.04(2) 1.00(2)
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Table 4: Point Forecast Evaluation: Number of times forecasts from the model indicated by row have significantly
smaller MSFE than forecasts from the model indicated by column according to the pairwise DM test, by country
and forecast horizon, nominal significance level 0.05.

h=1 h=6 h=12
AR NN AR-NN STAR AR NN AR-NN STAR AR NN AR-NN STAR

Canada AR – 1 2 0 – 1 4 0 – 1 0 0
NN 0 – 1 0 1 – 1 0 0 – 0 0

AR-NN 0 1 – 0 0 0 – 0 0 0 – 0
STAR 1 1 2 – 1 1 3 – 1 1 0 –

France AR – 0 0 1 – 1 2 1 – 1 2 1
NN 2 – 2 2 0 – 5 1 0 – 3 2

AR-NN 1 1 – 1 0 0 – 0 0 0 – 0
STAR 0 1 0 – 1 1 3 – 2 1 3 –

Germany AR – 2 2 1 – 1 0 0 – 0 1 0
NN 0 – 0 0 0 – 1 0 0 – 1 0

AR-NN 1 2 – 1 0 1 – 0 0 0 – 0
STAR 0 2 2 – 1 1 1 – 1 0 1 –

Italy AR – 1 1 0 – 1 3 0 – 0 4 1
NN 1 – 0 2 1 – 2 1 1 – 0 0

AR-NN 1 1 – 0 1 0 – 0 1 0 – 0
STAR 0 1 1 – 2 1 3 – 1 0 4 –

Japan AR – 3 5 1 – 2 5 0 – 2 5 1
NN 1 – 4 0 1 – 4 1 2 – 3 1

AR-NN 0 2 – 0 1 0 – 1 0 0 – 1
STAR 2 2 3 – 1 1 3 – 1 1 5 –

UK AR – 1 3 0 – 1 3 0 – 2 4 0
NN 1 – 2 0 0 – 1 0 0 – 1 0

AR-NN 0 0 – 0 1 0 – 1 0 0 – 0
STAR 0 1 3 – 0 2 3 – 0 2 3 –

USA AR – 3 1 1 – 0 3 1 – 0 3 2
NN 0 – 1 1 0 – 1 0 0 – 1 2

AR-NN 0 3 – 1 0 1 – 1 0 1 – 1
STAR 1 3 1 – 0 0 3 – 0 0 3 –
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Table 5: Point Forecast Evaluation: Number of times forecasts from the model indicated by row have significantly
smaller MSFE than forecasts from the model indicated by column according to the pairwise DM test, by variable
and forecast horizon, nominal significance level 0.05.

h=1 h=6 h=12
AR NN AR-NN STAR AR NN AR-NN STAR AR NN AR-NN STAR

IP AR – 0 3 0 – 0 3 0 – 0 2 1
NN 0 – 3 0 1 – 3 0 0 – 1 0

AR-NN 0 0 – 0 1 0 – 1 0 0 – 0
STAR 0 0 2 – 0 0 3 – 1 0 3 –

CPI AR – 4 4 0 – 1 5 0 – 0 5 1
NN 0 – 1 0 1 – 5 0 1 – 4 1

AR-NN 0 5 – 0 0 0 – 0 0 0 – 0
STAR 3 5 5 – 4 3 6 – 4 0 5 –

M1 AR – 1 2 2 – 2 3 0 – 2 3 0
NN 3 – 3 2 1 – 4 1 1 – 3 0

AR-NN 2 0 – 1 1 0 – 0 1 0 – 0
STAR 0 0 1 – 1 0 3 – 0 1 4 –

STIR AR – 0 0 1 – 0 0 1 – 0 0 2
NN 1 – 1 1 1 – 0 1 1 – 0 3

AR-NN 0 1 – 0 0 2 – 2 0 1 – 2
STAR 0 0 0 – 1 0 0 – 1 0 0 –

VEX AR – 0 1 0 – 1 4 1 – 2 4 2
NN 0 – 1 1 0 – 2 1 0 – 1 1

AR-NN 1 0 – 1 0 0 – 0 0 0 – 0
STAR 1 0 1 – 1 1 4 – 0 1 4 –

VIMP AR – 1 0 1 – 1 2 0 – 1 3 0
NN 1 – 1 1 0 – 1 0 0 – 0 0

AR-NN 0 1 – 0 0 0 – 0 0 0 – 0
STAR 0 1 0 – 0 1 1 – 0 1 2 –

UR AR – 5 4 0 – 2 3 0 – 1 2 0
NN 0 – 0 0 0 – 0 0 0 – 0 0

AR-NN 0 3 – 0 0 0 – 0 0 0 – 0
STAR 0 5 3 – 0 2 2 – 0 1 1 –
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Table 6: Point Forecast Evaluation: Number of times the model indicated by row forecast encompasses the model
indicated by column according to the pairwise encompassing test, by country and forecast horizon, nominal signif-
icance level 0.05.

h=1 h=6 h=12
AR NN AR-NN STAR AR NN AR-NN STAR AR NN AR-NN STAR

Canada AR – 4 4 3 – 5 6 4 – 6 7 4
NN 2 – 3 1 5 – 4 5 5 – 6 6

AR-NN 4 3 – 3 2 4 – 2 3 5 – 4
STAR 5 4 4 – 5 6 6 – 6 7 6 –

France AR – 1 3 4 – 4 6 4 – 5 6 3
NN 4 – 5 5 3 – 5 4 4 – 6 4

AR-NN 2 1 – 3 1 1 – 2 3 1 – 3
STAR 2 1 3 – 3 4 4 – 4 4 4 –

Germany AR – 5 5 2 – 6 4 4 – 6 7 4
NN 2 – 3 1 4 – 5 3 5 – 6 3

AR-NN 3 3 – 3 4 5 – 5 4 5 – 4
STAR 4 4 4 – 3 6 4 – 3 7 6 –

Italy AR – 1 3 2 – 2 4 2 – 4 4 3
NN 3 – 3 3 3 – 4 2 4 – 5 4

AR-NN 5 1 – 5 1 1 – 0 2 4 – 2
STAR 5 1 3 – 4 2 3 – 4 4 4 –

Japan AR – 4 5 3 – 5 5 3 – 5 5 3
NN 4 – 5 4 5 – 5 3 5 – 6 4

AR-NN 1 1 – 0 1 2 – 1 1 0 – 1
STAR 3 3 4 – 5 6 6 – 5 6 6 –

UK AR – 2 4 2 – 6 5 4 – 7 7 4
NN 4 – 4 3 4 – 6 3 4 – 7 2

AR-NN 3 1 – 3 2 3 – 2 1 4 – 1
STAR 3 2 4 – 5 7 5 – 4 7 7 –

USA AR – 5 6 3 – 5 6 6 – 7 7 7
NN 2 – 3 2 3 – 4 4 6 – 5 6

AR-NN 1 2 – 1 2 3 – 3 3 5 – 4
STAR 2 2 5 – 5 5 6 – 5 4 6 –
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Table 7: Point Forecast Evaluation: Number of times the model indicated by row forecast encompasses the model
indicated by column according to the pairwise encompassing test, by variable and forecast horizon, nominal
significance level 0.05.

h=1 h=6 h=12
AR NN AR-NN STAR AR NN AR-NN STAR AR NN AR-NN STAR

IP AR – 1 7 3 – 5 6 5 – 7 7 4
NN 7 – 7 5 6 – 7 7 7 – 7 6

AR-NN 2 0 – 3 1 2 – 3 4 3 – 4
STAR 4 1 7 – 5 4 6 – 4 6 7 –

CPI AR – 0 0 0 – 1 3 2 – 3 6 3
NN 0 – 0 0 1 – 0 0 7 – 0 5

AR-NN 0 0 – 0 0 0 – 0 1 0 – 0
STAR 5 0 1 – 6 7 3 – 6 6 7 –

M1 AR – 4 4 3 – 6 6 2 – 6 6 3
NN 6 – 7 5 5 – 7 4 5 – 7 4

AR-NN 3 1 – 3 3 2 – 2 3 3 – 3
STAR 2 2 3 – 6 6 6 – 6 6 6 –

STIR AR – 4 4 5 – 3 3 6 – 5 5 6
NN 2 – 3 2 4 – 3 3 2 – 3 5

AR-NN 5 4 – 4 4 7 – 5 4 6 – 6
STAR 4 3 4 – 4 2 2 – 4 3 2 –

VEX AR – 4 5 4 – 7 6 4 – 7 7 5
NN 3 – 5 4 4 – 6 4 4 – 7 2

AR-NN 4 1 – 4 1 2 – 2 3 4 – 3
STAR 4 3 3 – 5 6 5 – 4 6 6 –

VIMP AR – 4 5 3 – 6 7 4 – 7 7 4
NN 3 – 3 3 4 – 6 3 5 – 7 4

AR-NN 5 3 – 4 2 3 – 2 1 4 – 2
STAR 5 3 4 – 3 6 7 – 4 7 7 –

UR AR – 5 5 1 – 5 5 4 – 5 5 3
NN 0 – 1 0 3 – 4 3 3 – 4 3

AR-NN 0 3 – 0 2 3 – 1 1 5 – 1
STAR 2 5 5 – 1 5 5 – 4 5 4 –
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Table 8: Interval Forecast Evaluation: Number of rejections of the null hypothesis of correct
unconditional coverage (UC), independence (I), and correct conditional coverage (CC), by
country, at nominal significance level 0.05.

UC I CC
q = 50% 75% 90% 50% 75% 90% 50% 75% 90%

Canada AR 7 3 3 3 3 5 8 6 4
NN 6 6 4 3 2 4 6 6 5

AR-NN 7 7 5 4 4 4 8 8 5
STAR 6 6 5 2 2 4 7 4 6

France AR 6 4 3 5 2 3 8 5 5
NN 7 7 5 4 3 1 7 6 6

AR-NN 6 7 7 3 5 3 6 7 7
STAR 7 7 4 3 3 2 5 5 4

Germany AR 2 4 1 2 5 4 2 7 4
NN 4 1 2 1 5 7 5 4 4

AR-NN 6 2 1 2 5 3 6 7 2
STAR 1 3 2 0 2 3 1 4 3

Italy AR 6 5 6 2 6 4 7 8 6
NN 3 6 3 4 4 5 7 6 6

AR-NN 7 8 5 2 4 4 6 8 7
STAR 4 5 5 4 5 3 8 8 6

Japan AR 7 6 5 3 4 3 7 7 6
NN 11 6 4 3 4 3 10 8 7

AR-NN 7 6 8 3 4 3 6 7 7
STAR 6 5 6 4 5 4 7 8 6

UK AR 6 7 3 3 3 3 5 5 3
NN 8 6 4 6 3 2 10 5 3

AR-NN 7 6 6 4 5 4 8 4 5
STAR 4 7 2 4 4 1 5 7 3

US AR 9 9 2 4 5 5 11 7 6
NN 9 8 3 4 6 6 10 9 7

AR-NN 10 9 6 4 5 6 12 8 6
STAR 5 5 2 2 6 4 4 7 5
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Table 9: Interval Forecast Evaluation: Number of rejections of the null hypothesis of correct
unconditional coverage (UC), independence (I), and correct conditional coverage (CC), by
variable, at nominal significance level 0.05.

UC I CC
q = 50% 75% 90% 50% 75% 90% 50% 75% 90%

IP AR 9 9 3 3 4 2 7 9 5
NN 10 7 4 3 2 2 8 7 5

AR-NN 9 7 3 3 5 3 9 9 5
STAR 6 9 4 2 5 1 6 7 5

CPI AR 7 5 2 3 1 2 10 5 3
NN 7 7 4 5 4 3 9 7 9

AR-NN 4 6 9 1 2 1 6 6 7
STAR 7 6 2 2 2 2 6 5 3

M1 AR 6 5 5 1 2 4 5 4 5
NN 6 8 6 2 2 4 6 6 7

AR-NN 6 7 10 2 2 7 6 6 9
STAR 4 6 6 3 2 1 5 8 4

STIR AR 8 11 6 7 7 6 10 10 7
NN 11 8 3 7 7 5 13 8 6

AR-NN 10 10 7 7 8 6 12 7 7
STAR 8 9 3 5 6 6 8 10 7

VEX AR 5 3 4 2 5 5 4 6 6
NN 4 3 4 1 3 4 3 5 6

AR-NN 6 3 4 1 4 2 5 5 5
STAR 3 3 3 1 6 3 4 5 5

VIMP AR 5 4 3 5 6 5 8 8 6
NN 4 5 3 4 4 4 8 7 4

AR-NN 7 6 3 6 6 4 8 8 2
STAR 4 4 5 5 5 5 6 7 6

UR AR 3 2 0 1 3 3 4 3 2
NN 6 2 1 3 6 6 8 4 3

AR-NN 8 6 2 2 5 4 6 8 2
STAR 1 1 3 1 1 3 2 1 3
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Table 10: Density Forecast Evaluation: Number of rejections of the null
hypothesis of uniformity of probability integral transformed observations
according to the Kolmogorov-Smirnov test, by variable, significance level
0.05.

IP CPI M1 STIR VEX VIMP UR
Canada AR 0 2 1 1 1 0 0

NN 0 1 0 1 1 1 0
AR-NN 0 3 0 1 1 0 0
STAR 0 2 0 1 1 0 0

France AR 1 2 1 1 0 1 –
NN 1 2 3 1 1 1 –

AR-NN 1 2 2 2 1 1 –
STAR 1 2 1 1 1 1 –

Germany AR 0 1 0 1 0 0 0
NN 0 2 0 0 0 0 0

AR-NN 0 0 0 1 0 0 1
STAR 0 0 0 1 0 0 0

Italy AR 1 1 2 1 1 1 –
NN 0 1 3 0 1 0 –

AR-NN 1 3 1 1 1 1 –
STAR 1 1 2 1 1 1 –

Japan AR 1 3 1 3 1 0 0
NN 0 1 1 3 1 1 1

AR-NN 1 2 1 3 1 1 0
STAR 1 2 0 2 1 0 1

UK AR 0 2 1 0 0 0 0
NN 0 1 1 3 0 1 0

AR-NN 0 3 1 0 0 0 1
STAR 0 0 1 0 0 0 0

US AR 0 3 0 1 1 1 0
NN 0 1 1 1 1 0 0

AR-NN 1 3 1 0 1 2 0
STAR 0 3 1 1 0 2 0
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Table 11: Point Forecast Evaluation: RMSFE Ratio for combination of forecasts using equal weights.
IP CPI M1 STIR VEX VIMP UR

h = 1 6 12 1 6 12 1 6 12 1 6 12 1 6 12 1 6 12 1 6 12
Canada AR+NN 0.99 0.99 0.99 0.96 0.94 0.94 1.01 0.99 0.99 0.97 0.96 0.99 1.00 1.01 1.02 1.00 1.01 1.01 1.17 1.11 1.03

AR+AR-NN 1.01 1.05 1.02 0.96 0.93 0.96 0.99 0.99 0.99 0.98 0.95 0.98 1.00 1.01 1.03 0.99 1.00 1.00 1.03 1.26 0.98
AR+STAR 0.99 0.99 1.01 0.99 0.95 0.93 1.00 0.99 1.00 1.02 1.04 1.09 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 0.98
NN+STAR 0.98 0.98 1.00 0.95 0.91 0.89 1.01 0.99 0.99 0.99 1.02 1.11 1.00 1.01 1.02 1.00 1.01 1.01 1.15 1.11 1.03

AR-NN+STAR 1.00 1.04 1.02 0.95 0.89 0.89 1.00 0.98 0.99 1.00 1.01 1.10 1.00 1.01 1.03 0.99 1.00 1.00 1.02 1.26 0.97

France AR+NN 0.99 0.99 0.99 0.92 0.94 0.86 0.91 1.05 1.06 0.97 0.96 0.95 1.00 1.02 1.02 0.98 1.00 1.00 – – –
AR+AR-NN 1.00 1.02 1.02 0.94 1.11 1.08 0.95 1.11 1.11 0.97 0.95 0.95 0.99 1.02 1.02 1.00 1.02 1.02 – – –
AR+STAR 0.99 0.99 0.97 0.97 0.89 0.85 1.02 0.97 0.95 0.91 0.99 1.05 1.00 1.04 1.04 1.00 1.00 1.00 – – –
NN+STAR 0.98 0.98 0.96 0.94 0.93 0.80 0.93 1.02 1.00 0.90 0.98 1.04 1.01 1.08 1.07 0.98 1.00 1.00 – – –

AR-NN+STAR 1.00 1.02 0.99 0.92 0.99 0.90 0.98 1.06 1.04 0.92 0.98 1.05 1.01 1.09 1.07 1.00 1.02 1.02 – – –

Germany AR+NN 1.00 0.98 0.99 1.04 0.87 0.82 1.00 1.00 1.00 0.98 1.01 1.04 0.99 1.01 1.01 1.01 0.98 0.99 1.18 1.34 1.29

NN+AR-NN 1.00 1.01 1.00 0.99 0.99 1.05 1.00 1.01 1.00 0.93 0.95 1.00 0.99 1.00 1.00 1.00 1.00 1.00 1.18 1.32 1.08
AR+STAR 0.98 0.96 0.98 0.97 0.87 0.82 1.00 1.00 1.00 1.00 1.01 1.01 1.00 1.00 1.00 1.01 0.98 0.98 0.99 1.01 1.02
NN+STAR 0.98 0.95 0.97 1.04 0.84 0.78 1.00 1.00 1.00 0.97 1.01 1.08 0.99 1.01 1.01 1.01 0.97 0.98 1.17 1.33 1.28

AR-NN+STAR 0.98 0.97 0.98 0.96 0.85 0.86 1.00 1.01 1.00 0.93 0.96 1.02 0.99 1.00 1.00 1.00 0.98 0.98 1.17 1.33 1.08

Italy AR+NN 0.98 0.97 0.98 1.06 1.13 1.11 0.93 0.85 0.86 0.99 0.91 0.83 0.93 0.98 1.03 0.98 0.98 1.00 – – –

AR+AR-NN 1.00 1.01 1.01 1.02 1.32 1.17 0.94 0.87 0.88 0.97 0.89 0.83 0.98 1.02 1.05 0.99 1.02 1.07 – – –
AR+STAR 1.00 1.00 1.00 0.96 1.01 1.04 0.99 0.97 0.95 0.99 0.95 0.96 1.00 0.98 0.99 1.00 1.00 1.00 – – –
NN+STAR 0.98 0.97 0.98 1.07 1.21 1.20 0.93 0.82 0.82 0.98 0.89 0.82 0.94 0.97 1.03 0.98 0.98 1.00 – – –

AR-NN+STAR 1.00 1.01 1.01 1.00 1.27 1.18 0.93 0.85 0.84 0.97 0.87 0.82 0.99 1.01 1.05 0.99 1.02 1.07 – – –

Japan AR+NN 0.99 0.99 0.99 0.97 0.85 0.78 1.00 1.02 1.03 0.96 0.87 0.82 1.00 1.00 1.00 0.99 0.98 1.00 1.14 1.23 1.13

AR+AR-NN 1.02 1.04 1.05 0.95 0.98 0.97 1.02 1.05 1.09 0.99 0.91 0.88 1.01 1.06 1.06 1.00 1.01 1.02 1.04 1.20 1.08
AR+STAR 1.00 1.00 1.00 0.96 0.86 0.84 1.01 0.95 0.93 0.98 1.00 1.32 0.99 0.99 0.99 1.00 1.00 1.00 1.01 1.06 1.04
NN+STAR 0.99 0.99 0.98 0.95 0.74 0.65 1.01 0.96 0.95 0.95 0.88 1.10 0.99 0.98 0.99 0.99 0.98 1.00 1.16 1.32 1.19

AR-NN+STAR 1.02 1.04 1.04 0.92 0.86 0.82 1.02 0.99 1.00 0.97 0.88 1.11 1.00 1.05 1.06 1.00 1.01 1.02 1.05 1.25 1.12

UK AR+NN 0.99 1.00 0.99 0.91 0.99 1.04 0.98 1.00 1.00 1.00 1.03 1.03 0.99 1.00 1.01 0.99 1.01 1.02 1.13 1.42 1.30
AR+AR-NN 1.00 0.99 1.00 1.04 1.05 1.07 1.01 1.11 1.06 0.99 1.01 1.02 1.00 1.01 1.02 0.99 1.00 1.01 1.07 1.41 1.18
AR+STAR 1.00 1.00 1.00 0.99 0.98 1.00 0.96 0.89 0.85 1.00 0.99 0.98 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
NN+STAR 0.99 1.00 0.99 0.92 1.05 1.13 0.94 0.89 0.86 1.00 1.03 1.00 0.99 1.01 1.01 0.99 1.01 1.01 1.13 1.42 1.30

AR-NN+STAR 1.00 0.99 1.00 1.02 1.03 1.07 0.97 1.00 0.91 0.99 1.00 0.99 0.99 1.01 1.02 0.99 1.00 1.01 1.07 1.41 1.18

USA AR+NN 0.99 1.00 1.00 1.00 0.96 0.96 1.00 1.00 0.99 0.97 0.94 0.99 1.00 1.04 1.03 1.02 1.01 1.01 1.07 1.11 0.99
AR+AR-NN 1.01 1.01 1.01 0.99 1.10 1.07 1.00 1.02 1.02 1.01 0.90 0.96 1.00 1.08 1.05 1.00 1.01 1.01 1.01 1.04 1.11
AR+STAR 1.00 1.01 1.02 0.95 0.93 0.99 0.99 0.98 0.96 1.23 1.02 1.12 1.01 1.02 1.01 0.98 1.00 1.01 0.99 1.00 0.99
NN+STAR 0.99 1.01 1.01 0.99 0.98 1.06 0.99 0.99 0.96 1.23 0.99 1.17 1.01 1.06 1.04 1.02 1.02 1.02 1.07 1.13 0.98

AR-NN+STAR 1.01 1.02 1.03 0.96 1.06 1.09 1.00 1.01 0.98 1.25 0.94 1.13 1.01 1.11 1.07 0.99 1.01 1.02 1.01 1.05 1.11
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